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November 28, 2023 SHOWCASE · LLM

This showcase demonstrates a data pipeline that calls into LLMs for

document processing. In the showcase, you will see how Pathway can

extract information from documents and keep the results up to date when

documents change.

Unformatted raw text is everywhere: PDFs, Word documents, websites, emails, etc.

Extracting meaningful information from this unformatted raw text is extremely

valuable. In the past, the solution was to label data by hand and train custom models

specializing in a specific task. This approach requires too many resources. However,

with the advent of LLMs, we can now set up a project to structure unformatted raw

text in minutes. Creating POC and verifying use cases is now particularly easy without

spending too much time.

The following video shows document structurization in action as implemented in the

unstructured_to_sql  example of Pathway LLM-App .

Use LLMs for creating structured data on the
fly and insert them to PostgreSQL

About the project

Table of Contents

for developers

https://github.com/pathwaycom/llm-app/blob/main/examples/pipelines/unstructured_to_sql_on_the_fly/app.py
https://github.com/pathwaycom/llm-app
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The unstructured_to_sql  app consists of two parts:

This showcase will focus on the ingestion of PDF content (part 1), which is more

relevant for streaming data. In a nutshell, the ingestion process can be broken down

into three separate steps:

1. Ingesting data form documents into PostgreSQL.

2. Retrieving information from PostgreSQL with natural language.
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The first step is to read the PDFs and store the unformatted text in a Pathway table.

With Pathway, you can take input from any arbitrary connector. For this example, we

will read PDFs from a local directory. This could also be:

We first read the directory that stores PDFs and then extract the unformatted text

from the PDFs using the extract_texts  function provided in llm-app . To read the PDFs,

we use the pw.io.fs  connector, which is used to read documents from the local file

system. We need to pass the path and the format, which is binary  in our case, since

text is stored in PDFs and Word documents. An additional mode  argument exists for

whether we use the static or streaming mode. This parameter is not set here as

streaming  is the default value.

Once the PDFs are loaded, we extract the text using extract_texts :

1. Reading text from PDFs.

2. Extracting information desired by the user and creating a Pathway table.

3. Inserting the Pathway table into PostgreSQL.

1. Reading text from PDFs

a Google Drive folder,

a Dropbox folder,

a Sharepoint folder,

email attachments,

documents incoming over a Kafka topic,

or any other stream.

files = pw.io.fs.read(

        data_dir,

format="binary",

    )

unstructured_documents = files.select(texts=extract_texts(pw.this.data))

https://github.com/pathwaycom/llm-app
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Now that we have the text stored in a Pathway table, we use structure_on_the_fly  to

extract the relevant information from the text. Let's see how structure_on_the_fly

works.

First, we need to build the prompt sent to the LLM model. This is done using

build_prompt_structure , a Pathway user-defined function (UDF). In Pathway, you can

easily define a UDF using the @pw.udf  decorator. The prompt is a long string that gives

the LLM all the information it needs to extract from the raw text. For the LLM, we use

OpenAI's GPT-3.5 Turbo model. Pathway llm-app supports other LLM models such as

HuggingFace, LiteLLM or similar. In particular, this is where the relevant data to be

extracted is defined: in our example, we displayed the PostgreSQL table schema.

The associated Pathway table has the following schema:

2. Extracting information from the text

columns are from {postresql_table} table whose schema is:

| Column Name       | Data Type  |

|-------------------|------------|

| company_symbol    | str        |

| year              | int        |

| quarter           | str        |

| revenue_md        | float      |

| eps               | float      |

| net_income_md     | float      |

class FinancialStatementSchema(pw.Schema):

    company_symbol: str

    year: int

    quarter: str

    revenue_md: float

    eps: float

    net_income_md: float
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The llm-app already does all of this in build_prompt_structure , so to obtain the prompt,

we simply have to call it:

pw.this.texts  refers to the texts  field in the documents  table that stores the PDFs.

We need to call the LLM to extract the data with the prompt we prepared. Pathway is

compatible with several models, including OpenAI and any open-source models hosted

on the HuggingFace and LiteLLM. We will go with the OpenAI GPT-3.5 Turbo model for

ease of use and accuracy. We initialize the model with OpenAIChatGPTModel  provided in

the llm-app. We call OpenAI API with our prompt, and LLM returns its answer as text.

This result is stored in the result  column of the responses  table.

The LLM returns raw text as output. If the result is correct, we can parse it as a JSON.

After parsing items into a dictionary, we put the obtained values in a list. This parsing

step is done using the parse_str_to_list  UDF provided by the llm-app.

Now, we have a list in the values  column of the responses  table. We need to unpack all

these values into table columns so that instead of a single column of values  with

[foo, bar, ...] , we will have a table such as

prompt = documents.select(prompt=build_prompt_structure(pw.this.texts))

model = OpenAIChatGPTModel(api_key=api_key)

responses = prompt.select(

result=model.apply(

        pw.this.prompt,

locator=model_locator,

temperature=temperature,

max_tokens=max_tokens,

    ),

)

col1 col2 ...

_____________

foo  bar  ...
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This is easily doable in Pathway using the Pathway unpack_col  method:

The column names are the keys of the schema FinancialStatementSchema . The column

names are sorted to be sure to obtain a deterministic order. Note: for those who are

not experienced with Python, *  in front unpacks the keys.

Finally, we cast the numerical columns to their respective units, such as float:

*pw.this.without  is used to keep all the columns except eps, net_income_md and

revenue_md  without any modification. The other columns are cast using apply_with_type ,

which applies a function and enforces a given type. Here, the first float  is the

function for casting, while the second is the type hint.

Pathway comes with a connector to PostgreSQL out of the box. You can view the

complete list of connectors in our I/O API docs. Using the connector, inserting the

table in PostgreSQL is very easy:

structured_table  is the resulting Pathway table we want to output to PostgreSQL;

postresql_table  is the table name in the PostgreSQL database; and settings  is a

dictionary with the PostgreSQL parameters such as host or the port. You can learn

more about the PostgreSQL output connector in the documentation.

result = unpack_col(responses.values, *sorted(FinancialStatementSchema.keys()))

result = result.select(

        *pw.this.without(pw.this.eps, pw.this.net_income_md, pw.this.revenue_md

eps=pw.apply_with_type(float, float, pw.this.eps),

net_income_md=pw.apply_with_type(float, float, pw.this.net_income_md),

revenue_md=pw.apply_with_type(float, float, pw.this.revenue_md),

    )

3. Inserting the data into PostgreSQL

pw.io.postgres.write(structured_table, postgreSQL_settings, postresql_table)

https://pathway.com/developers/api-docs/pathway-io/
https://pathway.com/developers/api-docs/pathway-io/postgres/#pathway.io.postgres.write
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Now that all the pipeline is ready, you have to run it! Don't forget to add pw.run() ;

otherwise, your pipeline will be built, but no data will be ingested.

To run it, a simple python app.py  should do the trick. It is also possible to run with

Docker, see the llm-app repository  for details. This pipeline will automatically read

your PDF files, extract the most relevant information, and store it in a PostgreSQL

table.

You can learn more about how this works or how to query the PostgreSQL table using

natural language by looking at the source on our GitHub repository

Related articles

Berke Can Rizai

LLM Research Engineer

#LLM #SQL #unstructured #PostgreSQL #GPT #Entity extraction

Running the project

Build an LLM App

Mohamed Malhou 2023-07-20

Use LLMs for notifications

Pathway Team 2023-11-17

Al
Da

Pa

https://github.com/pathwaycom/llm-app/
https://github.com/pathwaycom/llm-app/
https://github.com/pathwaycom/llm-app/blob/main/examples/pipelines/unstructured_to_sql_on_the_fly/app.py
https://github.com/pathwaycom/llm-app/blob/main/examples/pipelines/unstructured_to_sql_on_the_fly/app.py
https://www.linkedin.com/in/berke-can-rizai/
https://www.linkedin.com/in/berke-can-rizai/
https://pathway.com/developers/showcases/llm-app-pathway
https://pathway.com/developers/showcases/llm-alert-pathway
https://pathway.com/developers/showcases/vectorstore_pipeline


1/22/24, 6:05 PM Use LLMs to Ingest Raw Text into DB | Pathway

https://pathway.com/developers/showcases/unstructured-to-structured 8/9

Company

Features

Success Stories

Our Story

Careers

Events

Developers

Documentation

Tutorials

Showcases

About

Legal & GDPR

Equal opportunity employer

Privacy policy

Licensing

#Document parsing #JSON

Share this article

Showcases

Pathway Logistics Appli…

Showcases

Always up-to-date Vector Data Indexing…

https://www.linkedin.com/company/pathway/
https://www.linkedin.com/company/pathway/
https://twitter.com/pathway_com/
https://twitter.com/pathway_com/
https://pathway.com/rss.xml
https://pathway.com/features/
https://pathway.com/success-stories/
https://pathway.com/our-story/
https://pathway.com/careers/
https://pathway.com/events/
https://pathway.com/developers/user-guide/introduction/welcome/
https://pathway.com/blog/?tag=tutorial
https://pathway.com/blog/?tag=tutorial
https://pathway.com/privacy_gdpr_di/
https://pathway.com/privacy_gdpr_di#equal-opportunity-employer/
https://pathway.com/privacy_gdpr_di#privacy-policy/
https://pathway.com/license/
https://www.facebook.com/sharer/sharer.php?u=https://pathway.com/developers/showcases/unstructured-to-structured
https://www.linkedin.com/shareArticle?mini=true&url=https://pathway.com/developers/showcases/unstructured-to-structured
https://twitter.com/intent/tweet?text=https://pathway.com/developers/showcases/unstructured-to-structured
https://pathway.com/developers/showcases/logistics
https://pathway.com/developers/showcases/vectorstore_pipeline


1/22/24, 6:05 PM Use LLMs to Ingest Raw Text into DB | Pathway

https://pathway.com/developers/showcases/unstructured-to-structured 9/9

Media kit

Glossary

Contact

Let's talk

Chat with us on Discord

Pathway

96bis Boulevard Raspail

Agoranov

75006 Paris, France

contact@pathway.com

© 2021-2023 Pathway

https://pathway.com/media-kit/
https://pathway.com/glossary/
https://discord.com/invite/pathway
mailto:contact@pathway.com

